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ABSTRACT:

Natural and man-made disasters cause huge damage to built infrastructures and results in loss of human lives. The rehabilitation efforts
and rescue operations are hampered by the non-availability of accurate and timely information regarding the location of damaged
infrastructure and its extent. In this paper, we model the destruction in satellite imagery using a deep learning model employing
a weakly-supervised approach. In stark contrast to previous approaches, instead of solving the problem as change detection (using
pre and post-event images), we model to identify destruction itself using a single post-event image. To overcome the challenge of
collecting pixel-level ground truth data mostly used during training, we only assume image-level labels, representing either destruction
is present (at any location) in a given image or not. The proposed attention-based mechanism learns to identify the image-patches
with destruction automatically under the sparsity constraint. Furthermore, to reduce false-positive and improve segmentation quality, a
hard negative mining technique has been proposed that results in considerable improvement over baseline. To validate our approach,
we have collected a new dataset containing destruction and non-destruction images from Indonesia, Yemen, Japan, and Pakistan. On
testing-dataset, we obtained excellent destruction results with pixel-level accuracy of 93 % and patch level accuracy of 91%. The source

code and dataset will be made publicly available.

1. INTRODUCTION

Whenever a calamity strikes anywhere in the world, whether its
natural catastrophe or man-made one, an important aspect for
any humanitarian response is the accurate identification of the af-
fected area and estimation of the impact of that calamity. The ac-
curate estimation helps in the allocation of proper resources to the
places that need them, resulting in saving human lives. Generally,
such information is collected from the authorities and volunteers
on the ground. This people-on-ground process is not only time
consuming and expensive, its not-feasible in many cases since
communication services are also the ones that are affected as a
result of such events. As a result, satellite imagery is being used
to replace the ground information collection, volunteers compare
pre and post satellite imagery to mark the relevant information.
However, due to the humongous amount of data, manually com-
paring the analysis of satellite imagery is not an easy task and
requires significant human resources. To address this, we have
designed fast, accurate and automatic methods that can process
this data and give us required output i.e., accurate location and
area of devastated regions.

In recent years, computer vision techniques, equipped by the deep
neural network, have demonstrated an excellent capability to learn
to detect complex structures and patterns in images and videos
(LeCun et al., 2015, Krizhevsky et al., 2012). This success has
been replicated for many satellite and aerial imagery analysis
tasks too, such as land-use-land-cover detection, object detection,
and damage detection. (Duarte et al., 2018) uses both satellite and
drone imagery to classify damaged buildings using convolutional
neural networks.

Similarly, (Doshi et al., 2018) used pixel-level change detec-
tion to detect devastated areas. Although both approaches are
quite appealing, they have certain limitations. (Duarte et al.,
2018) needs patch wise labels of being belong to destruction and
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non-destruction category. However, obtaining pixel-level anno-
tations of devastation in satellite imagery is very difficult, time-
consuming, expensive and has human biases. (Doshi et al., 2018)
needs exact temporal pairs of images before and after the destruc-
tion to detect changes. However, in many real-time scenarios,
such a pair might not be available.

(Duarte et al., 2018) uses both satellite and drone imagery In
this paper, we propose to learn a weakly supervised model of
destruction just from post-event images, not requiring pre and
post-event pair during inference. Our approach is weakly super-
vised as it needs only image-level labels of destruction and non-
destruction and does not require spatially fine-grain (pixel level)
or middle level (patch level) annotations for training. Since we do
not assume any specific destruction type, our approach learns a
generic model of destruction whether it is caused by earthquakes,
flooding, land sliding, armed conflicts or by any other calamity.
During training, our approach automatically learns to detect a
sparse set of patches containing the destruction in the satellite im-
ages through the loss function that enforces sparsity on attention
weights, output by (attention unit), while ensuring high image
classification accuracy. Furthermore, to reduce the false-positive
rate and improve segmentation quality, we have employed hard-
negative mining techniques and conditional random field opti-
mization. To validate our approach, we have collected our de-
struction dataset which consists of satellite images from different
parts of the world such as Yemen, Indonesia, Japan, and Pakistan
during different calamities.

In summary, this paper makes the following contributions:

e We present a weakly-supervised approach to destruction detec-
tion by using only weakly labeled satellite imagery. To the best
of our knowledge, we are the first to formulate the destruction
detection problem in satellite imagery in the context of weakly
supervised learning.

e We propose to use the attention network which facilitates the
selection of key destructed patches through the sparsity loss.
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Figure 1: la. shows destructed (left) and non-destructed (right) image from Aden city of Yemen, 1b. shows destructed (left) and
non-destructed (right) image from Sanaa city, Yemen and lc. shows the same for Ofunato city, Japan. Note that destructed images
contain both destructed and non-destructed regions while the non-destructed images contain only non-destructed regions.

e We introduce a new destruction dataset containing images cap-
tures from various parts of the world and cover various sizes and
types of destruction. This dataset also includes images without
any destruction.

e Source code and dataset will be shared publicly.

In what follows, we review the most related work to our research
in section 2., details of dataset collection are presented in section
3., the proposed methodology in section 4., implementation de-
tails in section 5., detailed analysis in 6.1 and finally section 7.
concludes the paper.

2. RELATED WORK

Damaged Detection: Recently there has been an increasing in-
terest to detect regions with devastation and damage ((Vu et al.,
2004), (Matikainen et al., 2004)) caused by calamities such as

| Type [ Size [ Destructed [ Non-Destructed ‘
Train | 672 X672 471 2253
Test | 2519x4800 23 20

Table 1: Number of training and testing images in our dataset.
Note that similar to training, we test on patch size of 224 x 224.

earthquakes, flooding, land-sliding, and political instability. In
devastated areas, damaged or destructed buildings are a good in-
dicator to estimate the impact of any disaster.

Remote sensing (Cooner et al., 2016) has been vastly used to
detect affected areas and the impact of natural disasters in urban
areas. (Ghosh et al., 2011), used crowd-sourcing to speedup the
damage assessment process. (Corbane et al., 2011), (Gokon and
Koshimura, 2012), described the mapping activity for the 2010
earthquake at Haiti and the 2011 earthquake at Tokyo respec-
tively. Automatic damage building detection in earthquake re-
gions using satellite imagery was explored by (Menderes et al.,
2015) and (Dong and Shan, 2013); where earlier one relied on
the information from sources other than satellite imagery too.

Gueguen et al. (Gueguen and Hamid, 2015) employed a conven-
tional hierarchical shape features technique to detect damaged ar-
eas from satellite imagery. They constructed a large dataset and
report their results on it, however, that dataset is not available in
the public domain. Doshi et al. (Doshi et al., 2018) proposed
a change detection approach to segment out flooded areas and
damaged buildings. Similarly, (Amit and Aoki, 2017) concate-
nated post and pre-disaster image patches of the same location
to classify whether there was any change or not using a deep
convolutional neural network. Similarly, Fujita et al.  (Fujita
et al., 2017) used post and pre-disaster image patches to detect
destroyed regions. However, all these approaches need pair of
post-destruction and pre-destruction images and do not work if
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Figure 2: Distribution of satellite images in our dataset ITUDev
according the region.

we do not have pairs of pre and post images of the same loca-
tion available. In our proposed approach, we do not need pairs of
pre-destruction and post-destruction images of the same location.

Cao et al. (Cao and Choe, 2018) posed damaged detection as an
image classification problem. They trained a convolutional neural
network to assess damaged buildings in the Greater Houston area
that was affected by 2017 Hurricane Harvey. Similarly, Duarte et
al. (Duarte et al., 2018) demonstrated that using aerial and satel-
lite imagery together helps in getting improved damaged classifi-
cation accuracy in satellite imagery. One of the key limitations of
a supervised deep learning approach is the use of expensive anno-
tations. However, our proposed framework is weakly supervised
and hence just need image-level labels and provide pixel-level
output during testing.

CNN for Remote Sensing: In addition to damage detection,
many deep convolutional network approaches have been proposed
to tackle several different problems in remote sensing imagery.
Shakeel et al. (Shakeel et al., 2019) proposed an attention-based
re-weighting scheme to count the number of build structures in
the satellite imagery. Sylvain et al. (Sylvain et al., 2019) pre-
sented a database of around 290,000 photo-interpreted trees and
proposed to detect tree health. Yue et al. (Yue et al., 2019)
proposed TreeUNet to obtain improved semantic segmentation at
satellite imagery. Xia et al. (Xia et al., 2017b) presented 10000
aerial scene images datasets to review the existing aerial scene
classification techniques. Similarly, Liu et al. (Liu et al., 2018)
proposed a multi-scale CNN to obtain robust scene classification.

Weakly supervised segmentation approaches: Weakly super-
vised approaches tend to offer solutions for the problems where
fine-grained annotations are challenging to collect. It has been
used for the tasks such as weakly supervised object detection
(Han et al., 2015, Li et al., 2018), anomaly detection (Sultani et
al., 2018) and action localization (Nguyen et al., 2018). There has
been a reasonable number of published work tackling weakly su-
pervised semantic segmentation (Nivaggioli and Randrianarivo,
2014, Kolesnikov and Lampert, 2016, Durand et al., 2017, Ahn
et al., 2019, Zhou et al., 2016, Khoreva et al., 2017, Ahn and
Kwak, 2018, Li et al., 2018). Below we provide a review of some
of the recent related works.

Zhou et al., (Zhou et al., 2016) put forward a novel weakly-
supervised-approach where localization is obtained by applying
global average pooling on the output of the higher layer of con-
volutional neural network. This convolutional neural network is

trained only on image-level classification loss. The map obtained
after the global average pooling is called Class Attention Maps
(CAMs). Kolesnikov et al., (Kolesnikov and Lampert, 2016) pro-
posed a new loss function for weakly supervised segmentation.
They suggested initiating segmentation using localization cues
that are obtained through classification loss. The initial segments
are then expanded and constrained using object class information
and object boundaries respectively. Khoreva et al. (Khoreva et
al., 2017) proposed a simple yet effective approach where pre-
cise object segmentation is obtained employing only bounding
box annotations during training. Given the segmentation of lo-
cal discriminative parts, Ahn et al. (Ahn and Kwak, 2018) used
neighborhood information to improve initial segmentation. Fi-
nally, they used this segmentation as ground truth to train a su-
pervised segmentation network. Similarly, Nivaggioli et al., (Ni-
vaggioli and Randrianarivo, 2014) used (Ahn and Kwak, 2018)
for satellite imagery semantic segmentation. Although most of
the weakly supervised segmentation approaches are proposed for
the ground images, these could be applied, in theory, to the aerial
or satellite imagery.

Many of the recent weakly supervised approaches mainly rely on
the initial estimate obtained using CAM (Zhou et al., 2016) after
training a classifier. One major bottleneck of these methods is that
they are dependent on the quality of the classifier. If the objects
are large enough or context cues are available, the classifiers give
a reasonable accuracy. However, in our case, the destroyed-areas
are but a small part of the large image and boundaries between
destructed and the non-destructed region is not clear. Moreover,
the spatial and context cues are not as strong as in the ground
images. The classifier thus trained will not be of high accuracy
and hence CAM based segmentation methods will not work (see
Table 7). Our approach is one of the formulation of multiple in-
stance learning (Dietterich et al., 1997) where a sparse attention
network is helping in reweighing the features to make it easy for
the classifier to learn the pattern of destruction.

Destruction detection datasets: Despite very useful and practi-
cal importance, only a few datasets related to disaster are avail-
able. One such dataset is (Li et al., 2019) which is only limited
to hurricane Irma (hrlrma, 2019) post-disaster imagery. Simi-
larly, another publicly available dataset (Cao and Choe, 2018)
contains images from hurricane Harvey disaster. This dataset
consists of images of damaged houses and other buildings that
are only damaged by flooding. Moreover, in these images, dam-
aged infrastructure can not be seen clearly. Authors in (Amit and
Aoki, 2017) also proposed a time series dataset mainly consists of
images of flooding and landslide. Note that, in time-series image
data, destruction can only be seen in the form of a pair of im-
ages of pre and post-disaster images. We refer reader to (Cheng
et al., 2017) for the comprehensive overview of different remote
sensing datasets.

3. DATASET COLLECTION

Due to the public unavailability of any previous, generic destruc-
tion dataset, we introduce our new destruction dataset which con-
tains images of destroyed regions from cities of Yemen, Indone-
sia, Japan, and Pakistan. The devastation in these countries was
the result of different natural calamities and armed conflicts. In
an ongoing war in Yemen, hundreds of buildings have been dam-
aged due to bombings. Sanaa city of Yemen is the major city that
has seen the impact of war. Aden city of Yemen is another city
who suffered the most. The Palu city of Indonesia suffered dur-
ing the 2018 Sulawesi earthquake and tsunami. More than 500
people have died and 1500 got injured and more than 17000 were
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Figure 3: Architecture of proposed Weakly Supervised Attention Network (WSAN). Given an input training image, we divide it into
fixed-size non-overlapping patches and obtain the visual features through DenseNet. For each visual feature (patch) the attention unit
generates weights. After multiplying attention weights with their corresponding input feature vector and then taking mean of it, we
send it to classifier unit which then classifies the whole large image to either destructed or non-destructed class.

displaced during this natural calamity. Many residential houses
wiped out from the earth and commercial buildings were dam-
aged on a large scale. Similarly, in 2011, a tsunami in Japan de-
stroyed more than 120,000 buildings, where 278,000 were half-
destroyed and 726,000 were partially destroyed (Oskin, 2017).
The 2005 earthquake in Pakistan destroyed a huge number of
buildings and took the lives of more than 57,000 thousand people.

To get to know the regions where destruction has happened, we
used information from different news channels. Images were
captured from Google Earth Pro at different zoom levels rang-
ing from 1400ft to 1700ft which means image resolution varies
from 40cm to 80 cm per pixel. Multiple images from different re-
gions are captured at various dates. Images from Sanaa (Yemen)
were captured from the years 2015, 2016 and 2018. Images from
Palu (Indonesia) belong to the year 2018. Ofunato (Japan) im-
ages were taken from the years 2010 and 2011. Similarly, images
from Aden (Yemen) were taken from the years 2016 to 2018. Fi-
nally, images from Islamabad (Pakistan) were captured from the
year 2007. We download satellite images of both destructed and
non-destructed areas. We divide the collected dataset into train-
ing and testing sets. The training images are of size 672x672 and
we have 477 images containing destruction and 2253 images con-
taining no destruction at all. Table 1 shows a split of data in train-
ing and testing and their sizes. Note that training and testing are
done on the patch size of 224 x 224. We show our results on the
large size testing images (2519 x 4800) to fully demonstrate the
segmentation and detection capability of our model on large im-
ages. In Figure 1, we show some of the images from our dataset
for three different cities namely: Aden (Yemen), Sanaa (Yemen)
and Ofunto (Japan). The destruction in Aden and Sanaa are due
to armed conflicts between opposition and Government while the
earthquake destroys Ofunato. The first, third, and fifth column
shows satellite images containing destruction and second, fourth
and six columns show images containing no destruction. Note
that destructed images contain destruction and non-destruction
regions. It can be seen that these images contain complex struc-
tures and building and it is quite difficult to distinguish between
destruction and non-destruction even for a human eye. Figure
2 demonstrate the distribution of dataset collection through pie
chart.

For evaluation purposes, we annotate destruction class images in
testing data. We use label-box (labelbox1, 2019) to obtain pixel-
wise annotation of destruction. We annotate buildings that are

partially or completely damaged. We have tried to annotate all
destructed regions that can be seen from the naked eye.

4. METHODOLOGY

Destruction could be a result of various natural calamities (floods,
earthquakes, hurricanes, etc.) and man-made disasters (like armed
conflicts, fires, industrial accidents, etc.). The variations in source
(’what is being’ destroyed), e.g. house, market-place, forest,
bridges, etc., make the appearance of destruction to be more di-
verse. Due to not having some specific shape and no specific
source of destruction, a generic model of destruction is required,
driven from data rather than hand-designed. A standard method
for overcoming this challenge is to carefully annotate pixel-wise
dataset to train the deep neural network. However, collecting a
large training set for the segmentation problem is challenging and
not scalable. It’s further challenging in the case of destruction
detection since diversity in the problem increases annotator bias
and scarcity of it in the large image decreases chances of accurate
boundary annotation. To address the above-mentioned issues, we
propose three stages of learning how to segment out destructed
regions within a destructed class image.

We propose three steps approach to segment out destructed re-
gions within a destructed class image. We propose a weakly
supervised method where attention mechanism enforces neural
networks to learn to identify the area with destruction with only
image-level labels available. In the second stage, we improve our
existing network by mining hard negatives, while using only the
image level information. This step helps us reduce false posi-
tives. Finally, we apply conditional random field optimization to
improve the segmentation masks. Below, we describe a detailed
explanation of each of three steps:

4.1 Weakly Supervised Attention Network (WSAN)

In order to overcome the challenging task of collecting the seg-
mentation data for the destruction detection, we design a weakly
supervised attention network to learn to discriminate between de-
stroyed and non-destroyed areas. Our network consists of a fea-
ture extraction unit, attention unit, and the final classifier layer.
Network design is shared in Figure 3.

Given an input image of size 672 x 672, we sample non-overlapping
patches of size 224 x 224. Note that there are 9 non-overlapping
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Figure 4: WSAN: Weakly Supervised Attention Network, HNM: Hard Negative Mining, CRF: Conditional Random Field. (a) shows
parts of large input test images, (b) shows output mask generated from our WSAN model at certain threshold,(c) shows output mask
after re-training through hard negative mining and (d) shows final output mask after applying CRF. Finally, (e) shows images with the

ground truth mask.

patches of size 224 x224. However, there could be any number
of patches depending on the size of the input image. For each
patch, we compute a 1024 dimensional feature vector from the
Global average pooling layer of DenseNet (Huang et al., 2017).
DenseNet was selected because of its high accuracy on several
challenging datasets.

Extracted features f; are input to the attention unit, which is a
single layer fully connected network with the sigmoid function
at the output node. Attention unit outputs the attention weights
a = {a1,a2,...,a9}, where 0 < «a; < 1, for each feature f;.
Sparsity is enforced by introducing the [; loss over the attention
score. The sparsity loss is given as:

Lsp = el ey

During training, we perform weighted summation of features with
their respective attention weights to get the final feature vector F.

1
F=-) aixfi @

where n is the number of patches in each images.

Finally, F represents the weighted mean feature vector presented
to the classification unit.

Note that we only have image-level labels, destructed (1) and
non-destructed (0).

Lon = SH0g(3) + (= )log(L— 7)) )

where y' is the image level label (contains destroyed area or not)
and g* is the predicted value from classification unit. Our final
loss L fina1 composed of following two components: .

cfinal = Een + Bﬁsp (4)

In the combined loss function (Eq. 4), 8 controls weight of spar-
sity loss. Optimizing on the classification loss function (Eq. 3)
forces network to classify correctly whether input image con-
tained damaged area or not by just looking at the weighted com-
bination of features, F.



Note that destroyed areas in the image containing the destruction
region are much less than the other region. If the weights were
non-sparse then even in the case of the image with destroyed ar-
eas, F will have much more representation of normal areas than
one with destruction. The [; loss function enforcing sparsity on
the attention vector makes sure that the attention unit learns to
give high weight to important regions only.

4.2 Hard Negative Mining

Once trained WSAN is able to automatically detect the regions
that correspond to destruction, as shown in Figure 4. However,
it suffers from a large false-positive rate. This could be broadly
attributed to two factors, first lack of pixel-wise annotations dur-
ing the train and secondly the negative class itself is quite large.
To counter this, we use a hard negative (HN) mining approach to
make our network progressively better. The approach is shown in
Figure 5.

The key idea here is to re-train the network for the examples on
which it does not perform well. We first test the trained WSAN on
the patches extracted from the rraining images and compute the
destruction probability for each. Secondly, we design a strategy
to mine the negatives and positives with high confidence without
having access to patch level labels. Let Zxr be set of patches that
have been extracted from the images labeled as not containing
destroyed area, and Zp be set of patches from the images with
destruction area. For any pY € T the destruction probability
PY . as measured by WSAN, should be very small. Any patch
having pN greater than a «yn; is considered suitable for the hard-
negative set Pxs. On the other hand, we cannot be certain if any
patch p? € Ip contains are destruction or not. However, assum-
ing that the network is reasonably accurate, any patch piD having
probability P greater than yp; (near to 1) could be taken as
part of positive class Pp. Similarly, any patch p” having proba-
bility PiD lower than yp; (near to zero) could be assumed to be
one with no-destruction and hence part of set Pxr. The sets with
their construction criteria are detailed below.

Pp = {piDs.t.PiD > Ypn} (&)
Py ={pist.P° <y} n{pl st.PY >ym}. (6)

Where for the current experiments we set ypy, to be 0.6, yp; to
0.2 and yn; to 0.2. Make these thresholds stronger results in
smaller sets for hard negative mining. The sets Pp and P are
used to fine-tune the WSAN network.

4.3 Conditional Random Field

As shown in Table 2 and Table 3 the HN-mining step improves
the result over the vanilla WSAN model. However, as shown
in Figure 4, the output suffers from the standard segmentation
problems i.e., small missing regions inside the detected area and
small nefarious detection.

To further improve the segmentation quality and enforce spatial
smoothness among neighboring pixels, we use condition random
field (CRF) optimization (Lafferty et al., 2001). The overall ob-
jective function of CRF contains two terms namely, unary term
and pairwise term. The unary term tries to keep the original la-
bels of segmentation while binary term tries to change the labels
through spatial consistency constraints.

In our case, we have followed the CRF algorithm of (Kréhenbiihl
and Koltun, 2011) which has been shown to produce satisfactory

segmentation results on several challenging datasets. The tradi-
tional implementations of CRF use only a few neighboring pixels
(4 or 9) for computing pairwise term. However, (Krihenbiihl
and Koltun, 2011) demonstrated that establishing pairwise terms
on all pairs of pixels in the image produces better segmentation
results.

Consider that image as graph G = (V, E), where V represents
set of vertices and E is set of edges. In our case, V = {v;}, i
€ {1,..., N} setof color features for all the pixels /V in the im-
age. Similarly E represents set of vertices which connect adjacent
vertices. The edges are un-directional due to conditional indepen-
dence between the vertices. Suppose the final estimated labelling
of the image is denoted a vector I, where 1 = (I; : i € (0,1)).
The corresponding Gibbs energy is to be minimized is given by:

EM) =" vull) + > Upllis1y) )
i i<j
The first term is represent unary term and computed locally for
each pixel using WSAN and HN. The pairwise term which en-
forces spatial consistency is given by

M
Up(li 1) = 0L, 1) Y w™E™ (fi, f) ®)

m=1

where f; and f; represent feature vectors of pixel i and j, k(™
is Gaussian kernel: k(™ = exp(—3(fi — FTAM (= ),
w(™) are linear combination weights, and § is label compatibility
function and finally, A“™ is symmetric positive definite preci-
sion matrix of the kernal k™. During inference, the most likely
labeling is chosen by the maximum a posteriori (MAP) over the
labeling 1.

5. IMPLEMENTATION DETAILS

In this section, we explain our training and testing implementa-
tion details as well as the evaluation metrics used to evaluate our
approach.

Network Structure: In WSAN, features extracted through pre-
trained DenseNet are sent to the attention unit. The attention unit
consists of 2 dense layers with 512 and 1 be the number of neu-
rons in the respective layers. The last part of WSAN, classifier
unit also has the same architecture. We have used dropout after
512-neuron layer to avoid over-fitting followed by batch normal-
ization and leaky ReLu activation. In the attention network, we
used to drop out of 80% and in the classification unit, drop out of
70% was used. We have used high drop out to avoid over-fitting
due to less number of images containing destruction

On the last layer of attention-unit, the sigmoid activation function
is used, since we want attention output to act as weights.

We use Adam optimizer (Kingma and Ba, 2014) with a learning
rate of 0.001. It is trained end-to-end, where attention unit and
classifier unit are trained jointly. The feature extraction layer is
pre-trained and we have kept it frozen for our experiments. Dur-
ing hard negative mining, we lowered our learning rate to 0.0001,
to avoid a large variation of weights value and for a stable learn-
ing process. Batch size of 32 is used during training and (3 in loss
function (Eq. 4) is set to 0.3. All the parameters are tuned over
the validation-set

In Equation 5 and 6, yp», vpi, YN are threshold values to split
the negative and positive image patches so that the model can
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Figure 5: Hard Negative Mining process. To reduce the false-positive rate, we retrain the WSAN by considering high destruction
score patches in destruction images as positive patches. For the negative patches, we use patches from non-destructed images and low
confidence destruction score patches in destruction images. Please see section 4.2 for details.

Metrics WSAN WSAN+HNM WSAN+HNM+CRF
Accuracy 85% 89% 91%
Precision 0.35 0.45 0.51

Recall 0.58 0.55 0.64
F1-Score 0.43 0.50 0.61

Table 2: Patch level Accuracy, precision, recall and F1 score for different components of proposed approach

be retrained on balanced data. After the first iteration, we tried
multiple different values and picked the one which resulted in
the balanced dataset. Note that we did not train using different
values, this was only done at a data-selection stage of negative
hard mining. These parameters can be selected depending on the
number of images and number of patches that we can extract from
them during training.

Training: Training set consists of satellite images of size 672 X
672. To increase the training set, we perform data augmentation
through rotating training images from different angles. Each of
the training images is divided into non-overlapping patches of
size 224 x 224. As each image is of size 672 X 672, we obtain
nine patches of each image. For each of the patch in the input im-
age, we extract DenseNet features. The output dimension of the
each of DenseNet feature is 1024. We obtain attention weights
for each of these features through the attention unit. After that,
we multiply the attention weights with the corresponding feature
vectors and get the mean feature vector. Using this mean fea-
ture vector, the final classifier unit, predicts whether the whole
input image belongs to either destructed or non-destructed class.
Finally, we improve the classifier through hard negative mining.
We retrain our networks several times using random initialization
and report average results.

Testing: During testing, we extract overlapping patches of size
224 x 224 with a stride of 64 from our test image of size 2519 x
4800. After obtaining the DenseNet features for each patch, we
pass them to our WSAN model which then predicts destruction
probability for each of the patch. Since patch size 224 x 224 and
the stride is 64, we take an average of probabilities for overlap-
ping pixels. Finally, the predicted probabilities input to our CRF
model which produce the smooth segmentation masks.

6. EXPERIMENTAL RESULTS

Extensive experiments were conducted to perform qualitative and
quantitative analysis of our approach. These experiments allowed
us to verity the effectiveness of the components and design choices.

Evaluation metrics: Below, we provide the details of evaluation
metric we have used in this paper to report the results. In order to
adhere with the definition used in the literature, we call destruc-
ted as positive and non-destructed class as negative.

Accuracy is the total number of correct predictions of our model.
It is the ratio of correct prediction (true positives ¢,, and true neg-
atives t¢,,) to the total number of predictions.

by + tn

Acc= —Tln
T T tat fot S

()
where f, and f,, represents false positive and false negative. Pre-
cision calculates the percentage of correctly classified positive
class samples out of total predicted positive samples.

tp
10
bt/ a0

Recall tries to capture the miss-detection of the model and is
given by:

Prec =

Rec = b
tp + fn
In case of unbalanced testing dataset, e.g. unequal number of
samples of positive and negative samples, F1 score is a better
metric than accuracy. It is a weighted ratio of precision and recall
and given by.

an

Pl = Prec x Rec

= —_— 12
x Prec+ Rec (12)
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Figure 6: Figure shows heatmaps from scores generated by WSAN model after certain number of iterations on training images. The
right most column shows the ground truth. The red color shows high scored regions and the blue color shows low scored regions.

Metrics WSAN WSAN+HNM WSAN+HNM+CRF
Accuracy 92% 94% 93%
Precision 0.41 0.54 0.49
Recall 0.58 0.49 0.58
F1-Score 0.48 0.51 0.53
10U Score 0.31 0.35 0.36

Table 3: Pixels level Accuracy, precision, recall and F1 score,IOU Score for different components of proposed approach

Finally, IOU score is used in segmentation problems to calculate
area of intersection between predicted binary mask and ground
truth mask. It is given by

tp

10U = ——F——

13)

We computed all the above metric on pixel level and patch level.

For testing data, we have pixel-level labels for evaluation. Any
patch having more than fifteen percent pixels labeled as destruc-
tion in ground-truth is labeled as destroyed. To be labeled as
destroyed the classifier has to predict it with a probability greater
than 0.5.

Table 2 present the patch level and Table 3 show the pixel level
results. Significant improvement is visible, as we add HNM and
then CRF to the WSAN, especially in the case of patch level clas-
sification. At pixel level, the retrained model has higher accuracy,
F1-score, and IoU than the baseline WSAN. Some of the quali-
tative results on the testing dataset are shown in Figure 4. For
demonstration purposes, we have created the mask by threshold-
ing the destruction probabilities at 0.6. Considering the inherent

difficulty of identifying the destruction and the fact that we learn
to segment the region of interest using only image levels, pixel-
level accuracy of 93% indicates the strength of the algorithm.

The output mask of WSAN is shown in Figure 4 (b) and for the
qualitative purpose the ground truth is overlaid on the input im-
age is shown Figure 4 (a). It can be seen that WSAN successfully
detects destructed regions but has two limitations: firstly, the re-
sults contain several false positive (see third to the fifth column)
and secondly segmentation does not fully cover the destructed re-
gion. The third column demonstrates that WSAN+HNM signifi-
cantly reduces false positive as compared to WSAN alone. Fur-
thermore, using CRF optimization over classification probabil-
ities obtained from WSAN+HNM, the segmentation results are
significantly improved. The comparison of the prediction with
the ground-truth is presented in Figure 8.

6.1 Analysis

Evolution of Destruction Detection Model: The underlying as-
sumption of the proposed weakly-supervised approach is that as
the network processes more and more data (in our case satellite
images), through attention network, it will automatically learn to



Figure 7: Input image overlayed with ground truth mask and predicted mask from our three step approach. The sky color shows
intersection area of predicted and ground truth, the green color shows false positives and purple color shows false negatives.
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Figure 8: Figure shows comparison of percentage of destruction
class patches in ground truth with our model prediction.

detect destruction. This means during the training, the network
shall start producing high scores over the destruction region. Fig-
ure 6 demonstrates the betterment of destruction scores over the
iteration. Note that these heatmaps do not show the feature maps.
Instead, it shows heat maps generated by getting the scores of
each pixel through our WSAN model at various iteration num-
bers during training. In all three rows, the red color shows a high
probability of destruction and blue color represents the low prob-
ability. At the first iteration, the destruction score is high for the
destructed and non-destruction regions. However, as the network
is further trained (150 iterations or 300 iterations), we start to
get high destruction probability at the destructed region and low
destruction probability in the non-destructed region. The last col-
umn shows the ground truth. Note all three shown images are
from the training set and we show ground truth only for demon-
stration purpose, i.e., we do not use any pixel-level or patch level
annotations during the training.

False Detection: In the real-world, the majority of satellite im-
agery contains no destruction. Therefore, a reliable destruction
system should have a low false alarm rate. To validate this, we
measure the false alarm rate of our approach on only images that
contain no destruction. The low false alarm rate of our approach
i.e., 1.1 % demonstrates the robustness of our approach in real-
world applications.

Comparison of L; and L; loss: L; regularization in general
leads to a more sparse solution than Lo regularization (Ng, 2004).
We have verified this experimentally too. Lo loss causes over
fitting in our problem because of limited number of samples in
our training dataset. Table 4 demonstrates the experiments of
proposed approach (WSAN+HNM+CRF) with L; and Ly loss
and show that L, certainly performs better than L».

[ Metric | WithL, [ WithL, |
Accuracy 93% 91%
Precision 0.49 0.36

Recall 0.58 0.56
F1-Score 0.53 0.45
10U-Score 0.36 0.29

Table 4: Pixel-level accuracy, precision, recall, Fl-score and
I0U-Score for different components of proposed approach using
Ly and L loss. The results demonstrate the superiority of L1
loss as compared to Lo loss.

Accuracy without attention unit: Sparsity loss is added in the
overall loss function while training. In our case, the sparsity loss
forces model to give different attention to different features to
robustly classify any image. We performed training without us-
ing sparsity loss (i.e., without attention unit) reducing the final
features to be just average of features of all the patches in the im-
ages. Table 5 demonstrates that attention unit does help in getting
improved results.



Metric [ With Attention | Without Attention

Accuracy 93% 87%
Precision 0.49 0.30
Recall 0.58 0.69
F1-Score 0.53 0.41
IOU-Score 0.36 0.26

Table 5: Pixel-level accuracy, precision, recall, Fl-score and
IOU-Score for different components of proposed approach with
and without attention. The results demonstrate the superiority of
using attention unit.

Effect of Hard Negative Mining (HNM): Hard Negative min-
ing plays significant role in removing false positive and hence
improving the overall accuracy of our approach. Quantitative
experiments in Table 6 with and without hard negative mining
demonstrates that HNM is necessary component of our approach

[ Metric | WSAN+CRF | WSAN+HNM+CRF |
Accuracy 92% 93%
Precision 0.33 0.49
Recall 0.69 0.58
F1-Score 0.44 0.53
IOU-Score 0.28 0.36

Table 6: Pixels level of accuracy, precision, recall, F1-score and
I0U-Score using WSAN+CRF and WSAN+HNM+CRE. The re-
sults demonstrate the effect of hard negative mining (HNM) in
our approach.

Comparison with weakly supervised approaches: In Table 7,
we compare our approach with some of the popular approaches
in the literature. Note that most of the methods do not have their
training code available publicly, i.e., only testing code is avail-
able. Similar to (Ahn and Kwak, 2018), we apply a dense con-
ditional random field on CAMs. We call this approach ‘CAM
+ CRF’. Following (Ahn and Kwak, 2018), we first obtain ini-
tial segmentation masks using CAM and then train a fully su-
pervised segmentation network (Zhao et al., n.d.). We call this
approach ‘CAM + DeepSeg’. Similar to (Khoreva et al., 2017),
we use Grab-cut over the initial bounding boxes. In our case, due
to the unavailability of training bounding boxes, we obtain these
bounding boxes by thresholding the CAMs. We call this approach
‘CAM + Grab-Cut’. It can be seen that our proposed approach
performs significantly better than competitive baselines. The rea-
son for our method to work is that instead of segmentation to be
trained on features from the whole image, our method learns to
weigh (attention) different regions differently. Performing bet-
ter than the baselines emphasizes the strength of the proposed
approach, and reinforces that each component of the proposed
approach is vital for robust prediction of destruction.

‘ Method ‘ F1-Score ‘ IOU-Score ‘
Proposed Approach 0.40 0.36
CAM + CRF 0.08 0.04
CAM + Grab-Cut 0.07 0.04
CAM + DeepSeg 0.02 0.01

Table 7: Pixel-level comparison of the proposed approach with
several competitive baselines.

Discussion: It should be pointed out that destruction area seg-
mentation is different from that of Salient object detection. Salient

object detection is a more generic problem, where one tries to de-
tect the bounding box such that the object inside is different from
the surrounding. In our case, the problem has a semantic struc-
ture, for example, Fig. 9 (a) shows a salient building whereas its
not the destroyed region. In comparison to that Fig. 9 (b) depicts
the areas that are not salient but contain destroyed region. Most of
the datasets used by the salient object detection contain the large
objects in the center and to reasonably different than surrounding
(for example see (Xia et al., 2017a, Zhang et al., 2018, Hu et al.,
2017, Hou et al., 2019)

@)

Figure 9: (a) shows salient building but it is not destructed and
(b) shows destruction which is not salient.

7. CONCLUSION

In this paper, we have formulated a novel algorithm for destruc-
tion detection in satellite images. The novelty of our algorithm
is both in the training phase, where we have presented a weakly
supervised attention-based approach for segmentation of destruc-
ted regions and inference phase where unlike previous work we
demonstrate that destruction detection could be performed using
only post-event imagery. Extensive experimentation and thor-
ough analysis have been presented to validate the necessity of
different components in our approach. In addition to contribution
on the algorithm side, we have collected a large dataset capturing
destruction due to different natural and man-made calamities, in
different regions of the world. Despite the challenging problem
and the dataset, we have achieved around 93% detection accu-
racy. We believe the public availability of our dataset, code and
pre-trained model will instigate further research for destruction
detection. Future work includes unsupervised destruction detec-
tion and collection of a much larger satellite imagery dataset for
destruction detection applications.
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